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* Fractal compression

[Barnsley,Sloan ’87], ...

* Single image SR

[Glasner,Bagon,Irani ’09],
[Freedman,Fattal ‘11], …

* Blind deblurring

[Michaeli,Irani’14]

• Blind dehazing

[Bahat,Irani’16]

* etc…

* Image completion

[Efros,Leung ’99], 

[Wexler, Shechtman, 
Irani ‘04], ...

* Image denoising

NLM, BM3D, KSVD, …

* Visual summaries

[Simakov, Shechtman, 
Caspi, Irani ‘08], …

* etc…

Within scale: Across scale:

Recurrence inside Natural Images

True for most small patches in a natural image
[Glasner, Bagon, Irani - ICCV`2009]

TOTALLY UNSUPERVISED !!!

Outperformed by Deep-Learning



Deep learning Internal statistics

Deep Internal Learning

We train an Image-Specific CNN

At test time

On the test image only

Main idea:

+



A single image contains tons of data!

• A fully-conv net is actually learning 

from a  “bag of patches”

• # of patches   ≈   # of pixels of an image

• So, an image is a huge batch of many 

patch example pairs



Inside

Low entropy

Light network

Fast training

Outside

High entropy

Heavy network

Slow training

How can a network be trained at test time?

[Zontak&Irani;2011]

For  SR:

train+inference

time  =

9 sec [V-100],

54 sec [K-80]
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Prior Work:  External CNN-based SR
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SRCNN; Dong et al,  2014

VDSR; Kim et al, 2016

EDSR+; Lim et al, 2017

+2 dB improvement

HR

LR

PROBLEMS:

1. Work well only in “ideal” conditions

2. Do not exploit well Internal Information

“ideal” = 

• Same kernel

• No artifacts



downscaleAugment

𝐋𝐨𝐬𝐬 = 𝐒𝐑 𝐋𝐑 𝐈 − 𝐈
𝟏

“Zero-Shot” SR using Deep Internal Learning

“ZSSR”
fully-conv

8 layersAdapt CNN to the image I

• Use known kernel

• Estimate Kernel
[Michaeli&Irani - 2013]



Internal-CNN (ZSSR) can handle

Any data-type.

Any down-scaling kernel.

 Unknown noise or artifact.

 To any size and any aspect-ratio.



Results: Real images

EDSR+

Input image

ZSSR (ours)



“Ideal” case

EDSR+: 25.29 dB

ZSSR:    25.68 dB

PSNR
EDSR+ZSSR (ours)



EDSR+ZSSR (ours)

Non-ideal downscaling kernels 

"ideal" 

(bicubic) 

kernel

The true 

(unknown) 

kernel

EDSR+:    26.42 dB

ZSSR:       29.42 dB

PSNR

Blind-SR: 27.29 dB

Estimated 

Kernel

(via Blind-SR)



EDSR+ZSSR (ours)

Non-ideal downscaling kernels 

"ideal" 

(bicubic) 

kernel

The true 

(unknown) 

kernel

EDSR+:    24.44 dB

ZSSR:       27.62 dB

PSNR

Blind-SR: 25.36 dB

Estimated 

Kernel

(via Blind-SR)

Ground Truth



ZSSR (ours)EDSR+

Poor-quality LR images

EDSR+:    24.91 dB
ZSSR:       26.25 dB

PSNR



EDSR+ZSSR (ours)

Poor-quality LR images

EDSR+:    35.88 dB
ZSSR:       37.80 dB

PSNR



• On “ideal” images  reasonably well

• On non-ideal images  1dB - 2dB better than SotA

Empirical evaluations



“ InGAN”: Capturing and Replicating the 

“DNA” of a Natural Image
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Goal

Preserve various element sizes and relative locations 



Our approach:

• In all scales

• Distribution Matching  : 𝑃(𝑋|𝑙𝑜𝑐) ≈ 𝑃(𝑌|𝑙𝑜𝑐)𝑃(𝑋) ≈ 𝑃(𝑌)

Of patches 

in all scales
Local

• Bidirectional similarity: 𝑋 ⊆ 𝑌, 𝑌 ⊆ 𝑋

• Preserve relative locations

X Y

(Simakov Et al.)



How can we match distributions?

GANs
(Goodfellow et al.   2014)

Deep Internal Learning

Internal GAN

We train a GAN on a single natural image

On image patches?
Deep Internal Learning:

Tons of data in one image
(Shocher et al.   2018)



InGAN:

𝑫
𝐷 𝒎𝒂𝒑
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𝑫𝒆𝒄𝒐𝒅𝒆𝒓

Generator Architecture:

𝑫
𝐷 𝒎𝒂𝒑
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𝑫𝒆𝒄𝒐𝒅𝒆𝒓

Adaptive Multiscale Patch Discriminator:

𝑫
𝐷 𝒎𝒂𝒑
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Invertible Generator:

𝑫
𝐷 𝒎𝒂𝒑
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𝑮 ∙ ;  𝟏 𝒔𝒉 ,  𝟏 𝒔𝒘

...

Multi-scale

𝑫𝒆𝒄𝒐𝒅𝒆𝒓

...

𝑺𝒉𝒂𝒓𝒆𝒅𝑾𝒆𝒊𝒈𝒉𝒕𝒔
Auto-Encoderֹאוֹתו-Encoder



Results:

Input



Results:



Results:



×2 Comparison:

Bidirectonal

Similarity

Seam Carving Non-Stationary 

Texture-Synthesis
InGAN

(ours) (Simakov Et al.) (Avidan&Shamir) (Yang Et al.)



Comparison:



Results:



Results:



Not only resizing



Not only resizing
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Deep Image Prior [Ulyanov Et al.]

Noise 𝒛𝟏

Fully-Conv

𝑳𝒐𝒔𝒔

𝟐

−=

𝑳𝒐𝒔𝒔

𝑻𝒓𝒖𝒆𝒆𝒓𝒓

? ×

? −
𝟐

𝑳𝒐𝒔𝒔 =



Image Decomposition
Image Segmentation

= +

Mask First Layer (1 – Mask) Second Layer

Transparency 
Separation

= +

First Layer Second Layer

𝛼 (1 − 𝛼)

Transparency 
Coefficient

Transparency 
Coefficient

Image Dehazing

= +

Tmap Haze-free Image (1 – Tmap) Airlight



?

?

Noise 𝒛𝟏

DIP1

DoubleDIP

𝑳𝒐𝒔𝒔𝒓𝒆𝒄

Learned
Mask
𝒎 +

Noise 𝒛𝟐

DIP2

?

Mixing 
𝒎𝒚𝟏 + 𝟏 −𝒎 𝒚𝟐

𝑳𝒐𝒔𝒔𝒆𝒙𝒄

𝑩𝒊𝒏𝒂𝒓𝒚!



Segmentation



DoubleDIP for Video



Watermark removal



Watermark removal



Dehazing

= +

Tmap Haze-free Image (1 – Tmap) Airlight



Dehazing



Dehazing: Non-uniform airlight



Take Home Message

• Tons of data in a single instance

• Local patch distribution is the DNA of an image

• Deep Internal Learning needs nothing but the input
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